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Abstract

This paper covers recent development
work on porting FreeBSD/powerpc and
NetBSD/evbppc to the new APM86290
system-on-chip from AppliedMicro. The
APM86290 is a dual core device compliant
with the Book-E definition of the PowerPC
architecture, presenting a number of periph-
erals integrated in a single chip and labour
efficiency improved by implementation of a
message passing architecture.

The article focuses on presenting the dif-
ferences and similarities between FreeBSD and
NetBSD systems in the context of porting them
to an embedded architecture. The material
briefly describes the influence of the innova-
tive inter-circuit communication architecture,
and data flow in the APM86290 chip on de-
vice drivers development. In particular the pa-
per talks about the new architecture’s impact
on the FreeBSD’s and NetBSD’s drivers infras-
tructure in example of the networking driver.

Finally, the overall focus of this paper is
to compare FreeBSD’s and NetBSD’s portabil-
ity on the APM86290 example, to discuss prob-
lems that may occur, and to compare diagnos-
tic, debugging and development tools that both
systems provide.

1 Introduction

During the past years, embedded sys-
tems market has become a significant part of
the widely understood computer science area.

Single chip computers conquered not only the
world of mobile devices, but are extensively be-
ing used in the modern telecommunication sys-
tems as they provide high performance data
processing and a large number of capabilities
combined with the low energy consumption and
reasonable price. PowerPC is a superscalar,
RISC-like computer architecture, originally in-
troduced by Apple-IBM-Motorola (AIM) al-
liance. Initially designed for personal comput-
ers, it became popular for embedded systems,
servers, super-computers, and gaming.

Fast evolving telecommunication industry
demands from the modern chips more and more
packet processing power, along with the so-
phisticated capabilities concerning packet clas-
sification, security extensions, and acceleration
subsystems designed to offload CPUs from the
compute-intensive data servicing.

Every processor, even the most sophisti-
cated one, is just an empty vessel without an
operating system to have control over its func-
tionality and behavior. There are a number of
embedded operating systems available on the
market. Open source stands as winner among
them thanks to its rapid development and relia-
bility. FreeBSD and NetBSD are the two most
popular representatives of the Unix-like oper-
ating systems, providing both: trustworthiness
and a friendly BSD licence for computer system
manufacturers.

System selection is often a difficult chal-
lenge for a developer as there is a vast variety
and availability of operating systems. In the



decision, one must take into account the exist-
ing support for the target platform or time to
achieve such support, portability of the soft-
ware that is going to be used by the client, and
system’s support for the chip’s extra features.

This work describes the process of de-
veloping an embedded operating system for a
new platform - APM86290 from AppliedMicro
- in the frame of FreeBSD and NetBSD. The
challenges of bringing-up drivers for peripherals
present on a chip and the special care taken over
the new message passing architecture of net-
work controller introduced in the APM86290
are briefly described. Implementation details
are presented along with challenges and diffi-
culties which were encountered during the de-
velopment.

Finally, the goal of this paper is to com-
pare both systems concerning their portability,
and hence to reveal their time to market capa-
bilities. Differences between bringing-up of ma-
jor subsystems are presented for both, FreeBSD
and NetBSD operating systems.

2 Hardware

The APM86290 is the first chip from
AppliedMicro that incorporates two high per-
formance PowerPC 465 processors in a single
package. Each of them provides functional el-
ements required by the most of modern em-
bedded systems. These functions include mem-
ory management, floating point unit (FPU), a
32KB data and 32KB instruction cache.

The PPC465 processor connects to a
Level 2 cache through a high-performance Pro-
cessor Local Bus 5 (PLB5), which supports
hardware coherency. In addition, the L2 com-
plex uses the MESI protocol to maintain mem-
ory coherency for pages marked as such. Each
core has at its disposal a fully associative, 64
entry Translation Look-aside Buffer (TLB). De-
bug facilities that PPC465 provides constitute
an important feature from the software devel-
oper’s point of view. Hence, the PPC465 core
is equipped with IEEE 1149.1 JTAG port that

enables a multiple instruction and data address
breakpoints, data value compare, and single-
step, branch, trap and other debug events. Fi-
nally the PPC465 core implements the full, 32-
bit fixed-point subset of the Book-E Enhanced
PowerPC Architecture.

Furthermore, the on-chip processors are
assisted by a rich set of configurable hardware
accelerators focused on the packet classifica-
tion, scheduling, packet/data manipulation and
security.
These include:

• Dedicated Ethernet Offload Engine

• Queue Manager / Traffic Manager

• Classification Engine

2.1 Ethernet Offload Engine

Ethernet Offload Engine integrated to the
APM86290 is capable of doing inline IPSec with
greater than 2 Gbps line rate throughput, and
also provides inline TCP/IP and UDP check-
sums calculation. It was designed to meet the
needs of low power all-IP networks.

2.2 Queue Manager / Traffic Manager

Queue Manager / Traffic Manager
(QMTM) is an important element of the
APM86290’s design as it allows the most
efficient moving of data and packets between
the processors and integrated peripherals
by using a message passing architecture.
Communication interface offloads software
from the routing of packets and transaction
synchronization. It can be therefore used
to reduce communication overhead between
software and hardware.

2.3 Classification Engine

Programmable Classification Engine sup-
ports i.a. IPv4, IPv6 and AppleTalk packet
classification, with greater than 2 Gbps line
rate throughput, offloading software from that
task.
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3 Porting

The process of porting the operating sys-
tem is divided into several stages, in which the
development process is moving from the fulfill-
ing prerequisites that include the cross-build
toolchain and booting environment, through
low-level system bootstrap and up to MMU
support, peripheral devices support, execution
of the userland applications and last but not
least - stability and performance improvements.

All of the mentioned stages were elabo-
rated during the work on the APM86290. Most
of them are presented in this paper, however,
more important issues were discussed further
at the expense of those less interesting in the
context of the whole process.

Following phases were carefully depicted:

• Baseline code selection

• Cross-build toolchain preparation

• System bootstrap

• Early kernel initialization in locore.S

• Platform initialization

• Low-level memory management support

• Device drivers along with support for
chip’s special features

• Testing and debugging

3.1 Baseline

Development versions of the FreeBSD 9.0
and NetBSD 5.99 have been chosen as a base
for the upcoming ports. The first major de-
cision was to choose an existing support for a
particular platform on which the development
will be based. It was reasonable to bounce from
as similar platform as possible in order to mini-
mize the effort of creating low-level parts of the
system from scratch. Considering FreeBSD, the
unofficial port for PPC460EX SoC developed
by Semihalf has been chosen as a reference. Al-
though this port was based on FreeBSD 8.1 it

was a great start point as the ways of handling
the core (which was the older brother of the
PPC465) were very instructive. In spite of all
the advantages, the forthcoming rebase to the
current version was inevitable.

Regarding NetBSD, the baseline for the
work was the existing in the NetBSD 5.99 port
for the MPC85XX - the PowerQUICC commu-
nication processor from Freescale. Obviously
there was much more work to be done there
because despite similarities, Book-E compati-
bility, etc. the cores and hence the low-level
areas of the system, were completely different.

3.2 Cross-building environment

The first step to achieve was to set-
up a cross-building environment. Suitable
toolchain is an essential part of the develop-
ment as it is required to generate proper ma-
chine code for a target system. Both NetBSD
and FreeBSD sources provide the completely
sufficient toolchains and scripts for building
kernel and root file system. The crosscompiling
environment is required when building code for
a target platform of different architecture than
the build host. Host’s operating system is no
less important. FreeBSD can be built on the
FreeBSD hosts only, but NetBSD is suitable for
building also on a different operating systems
like Linux or other BSD thanks to the build.sh
script which is attached to the source code.

This basically consists of:

• ppc4xx crosscompiler

• assembler

• linker

• other utilities

Fortunately, FreeBSD 9.0 and
NetBSD 5.99 were equipped with the tools
mentioned above so that we could move
forward without any additional adjustments to
that matter.
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3.3 System bootstrap

After power-up, the BootROM is
launched by the processor so it can find and
load the code to the RAM that is to be exe-
cuted. The role of this code, called firmware
or first stage bootloader, is to perform early,
low-level initialization of the DDR controller,
clocks, and power domains. Also basic configu-
ration of the peripheral devices, so that loading
and execution of the kernel would be possible.
U-boot bootloader has been supplied with the
Evaluation Board so there was no need to put
any additional effort in that matter, hence this
is not further discussed in this paper.

3.4 Early kernel initialization in
locore.S

Primarily, the kernel code is being loaded
to the RAM at some place by the U-boot. Ba-
sic interfaces are initialized as first stage boot-
loader has performed appropriate actions. On
the PowerPC Book-E processors the MMU is
always turned on, so the initial mappings are
also created in order to allow the processor
to fetch instructions and manipulate memory
mapped SoC registers. The code which is ex-
ecuted at the very beginning, is located in the
locore.S file. It is written in assembly language
to guarantee it’s capability to be executed from
any place of the memory and without any spe-
cial demands. The first goal to achieve is to
remap kernel code in virtual memory space and
setup temporary stack, so the C code (which
was linked to run from specific addresses) could
be executed.

Considering the Book-E architecture as-
sumptions for the MMU, the challenge of
remapping the kernel is slightly more compli-
cated. In order to fetch and execute instruc-
tions, there always has to be a valid entry in
the TLB covering the executed code. The so-
lution is to create and switch to the temporary
translation, in order to use it for the code exe-
cution while creating the initial mapping for the
kernel. The procedure is finalized by switching
to the recently created address space and in-
validating any other entries in the TLB. This

action involves creating initial mapping for the
kernel text and data, only and therefore it cuts
off the processor from any of the mappings cre-
ated by the bootloader and the bootloader itself
(it won’t be "visible" in virtual space anymore).

Low-level initialization for the Book-E ar-
chitecture compliant processor includes also an
exception vectors configuration. Exception vec-
tor registers contain offsets of the appropri-
ate exception handlers. There are sixteen so-
called IVORs (Interrupt Vector Offset Regis-
ters) defining i.a. handlers for memory man-
agement related exceptions, decrementer ex-
ceptions, machine check exceptions, etc.

Regarding FreeBSD, a decision was made
to attach to an existing locore.S code aligned
to the MPC85XX due to the fact that both
PPC465 and E500 cores are Book-E compliant.
Despite indisputable similarities, the adjust-
ments had to be made as the TLB management
is different for the PPC465. Additional proce-
dures for the TLB writing, reading, invalidat-
ing and TID (translation ID) flushing have been
prepared. Kernel remapping has been also elab-
orated for the PPC465 based platform. IVOR
setup remained untouched. After preparing a
temporary stack we were able to jump to the C
level initialization code.

In the NetBSD convention, the supported
platform owns its separate start code, hence the
one for the APM86290 has been created as well.
Basically the start code has been imported from
the FreeBSD, including the TLB management
routines but without the IVOR setup. Excep-
tion vectors are set up during platform initial-
ization and the function providing this service
is defined in trap_subr.S file, created for the
PPC465 core. Having separate start code for
every platform gives one major advantage as it
gives an enormous freedom to the developer to
perform low-level initialization independently
and therefore without a need to align the newly
created support to an existing infrastructure for
an another machine. The obvious disadvantage
is that this approach creates more redundancy
in the source code.
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3.5 Platform initialization

The next step of system initialization is
performed right after jumping from the assem-
bly code to the C code and is still fully machine-
dependent. There are few things to do at that
point.

Apart from others, the main goals to achieve
are:

• Creating static mappings for the SoC reg-
isters.

• CPU initialization (timers, per-cpu struc-
tures, caches, etc.)

• Message buffer and console initialization.

• Virtual memory subsystem bootstrap.

Virtual memory management is discussed fur-
ther in the next paragraph.

In the FreeBSD there already was an ex-
isting code for the MPC85XX platforms. The
work was to attach to this infrastructure and di-
vide Book-E specific part from the E500-related
code and create a separate one for PPC4XX.
PPC465 specific initialization consisted in dis-
abling L2 cache as it is not supported at the
moment, and performing initial mappings for
the SoC registers. System timers’ configura-
tion is also performed during CPU-related ini-
tialization process. Fortunately, there already
was an existing code for decrementer manage-
ment in the FreeBSD and the work was limited
to connecting to an existing infrastructure.

FreeBSD 9.0 supports a Flattened Device
Tree (FDT(4)) framework which was chosen to
be used in upcoming port for the APM86290.
FDT setup is being performed during described
stage of the system bootstrap but it is dis-
cussed further in a paragraph concerning de-
vice drivers. In the APM86290 SoC, registers
are not occupying a single, continuous chunk
of physical address space. Instead, it is di-
vided into several parts that have their begin-
ning at the different addresses. This proved

to be a major problem as the FDT subsystem
is not adapted to such approach. Therefore it
was reasonable to create a separate table con-
taining required mappings - virtual to physi-
cal, which has been used to create static, SoC
registers translations in the TLB. Hence, an
additional function has been created to fulfill
that requirement. This decision however car-
ried behind the negative effects in the form of
hard-coding few parameters and required ad-
justments to the FDT subsystem in the next
stage of development.

As the mappings were ready the system’s
console could have been subsequently initial-
ized. The console is working in polling mode
so no interrupt support is needed for the mo-
ment. However considering the APM86290,
minor changes to UART’s registers accessors
had to be done as the serial interface on the
chip, unlikely to other platforms, requires word
aligned access to its registers.

NetBSD presents an approach similar to
the start code convention. A separate file has
been created for the APM86290 based board.
The initialization process itself, slightly differs
from the one in the FreeBSD. An additional
interrupt-related configuration is taken in the
NetBSD at this point. handle interrupts and
exceptions. In the NetBSD there is a set of stub
functions, designated for proper Book-E excep-
tion handlers. These functions are to be con-
figured on the occasion of the system initializa-
tion and then an already implemented mecha-
nism sets up the proper IVORs. Timers related
code had to be written from scratch, hence the
proper functions for managing timers’ registers
and functionalities have been elaborated. In
general, most of the mentioned tasks described
for the FreeBSD (except for the FDT as it is
not supported in the NetBSD) take place in the
NetBSD too.
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3.5.1 Low-level memory management
support

Memory management is the most sensi-
tive area of the operating system, influencing
its stability, reliability and performance.

Machine dependent layer of the Virtual
Memory System in the FreeBSD and NetBSD is
the pmap. Its purpose is to manage the physical
address maps, create and maintain page tables,
handle memory management hardware and any
cache operations required by the virtual mem-
ory system to operate.

pmap for the Book-E processors is a fully
elaborated and refined piece of code. It is avail-
able in both FreeBSD and NetBSD (pmap.c
and booke_pmap.c) accordingly. The existing
code for the Book-E processors required only
minor adjustments, specific for the PPC465
memory management. These included differ-
ent page attributes and hardware control pro-
cedures.

pmap is assisted by the set of low-level
functions written in the assembly language that
operate on the Memory Management Unit and
integrated TLB. Work in this area focused
mainly on implementation of the mentioned
functions.

The assist functions are written in assembly
language for several reasons:

• Clarity and readability of the code

• Speed

• Possibility of very early usage

• Can be under strict control of the system’s
designer

These functions implement basic actions which
are extensively performed on the TLB during
system’s operation.

TLB (Translation Look-aside Buffer) is
a hardware entity which is a part of Mem-
ory Management Unit. TLB entry contains in-
formations needed to access a page in physi-
cal memory. Each PPC465 core is equipped

with one unified, fully-assiociative, 64 entry
TLB for both data access and instruction fetch,
as well as two shadow TLBs respectively for
data and instructions. However, only unified
TLB is accessible for the programmer. Mainte-
nance of TLB entries is under software control,
therefore, software determines entry replace-
ment strategy, page attributes selection and ac-
cess permissions.

There are three elementary PPC465 in-
structions for the TLB management and these
are: tlbwe for writing, tlbre for reading and
tlbsx[.] for entry searching.
Single TLB entry consists of three words and
therefore, every entry read or write, is a com-
bination of three tlbre or tlbwe instructions
accordingly.
When the processor is trying to access a portion
of memory that hasn’t got its mapping present
in the TLB, an exception occurs. Depending on
whether there was a data or instruction access
attempt, the processor then jumps to the ap-
propriate exception vector defined by its IVOR.
The proper mapping along with its page at-
tributes is then taken from the corresponding
page table entry and written into the TLB.

Page tables are initialized during pmap
bootstrap and are managed by the pmap module
for every process that is executed in the system.

All of the TLB operations required by the
pmap have been elaborated and implemented
for the purpose of the FreeBSD and NetBSD
ports.

This includes:

• tlb_write - for writing an entry to the
TLB

• tlb_read - for reading an entry from the
TLB and disassembling it to effective page
number, real page number and flags

• tlb_inval_entry - for searching and in-
validating a particular entry

• tid_flush - for invalidating all entries of
specified Translation ID
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Unlike E500 processors, the PPC465 core
has only one, unified TLB for both dynamic
and static entries. Static entries are being used
for the SoC registers mappings, dynamic are
for the system to use. Therefore an additional
effort had to be taken to allow the coexistence
of those two entry types in the same TLB.

3.6 Device drivers along with support
for chip’s special features

When the low-level system initialization is
finished, machine independent set up is being
performed by calling mi_startup.

At this point system hooks up and con-
figure buses as well as match devices with cor-
responding drivers present in the system and
attach them if they match successfully.

For the needs of the FreeBSD port, a Flat-
tened Device Tree concept has been adapted.
Flattened Device Tree has been introduced in
FreeBSD 9.0. More information about the FDT
can be found in the [FDT]. FDT is a mecha-
nism for describing an embedded system’s re-
sources in a unified form. Apart from x86 plat-
forms an embedded hardware differs between
each other even considering the same family of
chips. Therefore it is convenient to use the FDT
to describe the hardware in order to use the
same code for multiple platforms of the same
family. Configuration of the FDT is performed
very early, during machine dependent part of
system’s initialization. fdt_immr_addr() func-
tion is used to acquire a virtual base address
of the SoC internal memory mapped registers.
The device tree concept is then exerted dur-
ing the process of probing and attaching de-
vice drivers. The primary element connecting
FreeBSD native newbus device drivers frame-
work with the fdt hardware resources descrip-
tion is a fdtbus. fdtbus is an abstract layer re-
sponsible for managing device interrupt, mem-
ory and ioport resources as well as creating and
adding newbus children reflecting fdt nodes in
the flattened device tree. Except from other,
fdtbus presents all of the memory address space
to resource manager so that we can use rman_

mpic qm

usb_0

enet_0

usb_1

uart_0 uart_1 i2c_0

nexus

fdtbus

hbf (simplebus)

ahb

apb

Figure 1: Device tree look.

functions to acquire bus tags, bus handlers, etc.
The next element in the resource management
tree would be the simplebus driver. Simple-
bus is an abstract, generic driver attached to
the fdtbus. It is responsible for probing and at-
taching device drivers, passing resources to it’s
children according to the information acquired
from the FDT and also setting up interrupts re-
ported by the drivers. As it has been mentioned
before, the FDT infrastructure does not support
multiple address space chunks of the SoC reg-
isters. Hence there was a need to work around
this problem. The solution was to create a table
of static mappings and additional bus drivers
for each address space that needed to be sup-
ported. Minor adjustments to the FDT related
code were also required. An undeniable ad-
vantage of such approach is that no "hacking"
over device tree autoconfiguration process was
needed. Subsequent buses were simply probed
and attached to each other, in parallel with de-
vices attached to the selected bus, reflecting
the actual hierarchy in hardware. An obvious
disadvantage was however a need to pass base
addresses of the registers "around" the frame-
work for each bus to manage. The Figure 1
presents the simplified look of the APM86290
device tree.

Autoconfiguration process in the NetBSD
may be performed in two ways. Either machine
description is generated based on the configu-
ration files (files. and kernel configuration file)
and the drivers have to probe the bus looking
for the presence of the device or the bus is aware
of the present devices, has a knowledge about
their resources even if the designated driver is
not available. During device attaching, probe

7



function of each driver receives a pointer to its
parent, a pointer to attach tag structure and
an appropriate autoconf node. Autoconf node
contains device description which was placed
in the configuration files. Basing on those in-
formations the driver is being matched and its
attach function is called. It receives pointer to
the freshly allocated memory and attach argu-
ments. It is then expected to perform resource
allocation and initialization of the other stuff
that it is going to use. For the purpose of the
APM86290 port, buses own memory mapped
registers’ base addresses accordingly and are
passing resource information to the children
based on autoconf nodes defined in the configu-
ration files. This approach eliminates the need
for hard-coding device description by placing it
into the configuration files instead.

During the work on FreeBSD and
NetBSD for the APM86290 SoC, support for
the following interfaces have been developed:

• Interrupt controller

• USB host controller - EHCI and OHCI

• PCI-Express root complex

• Gigabit Ethernet along with Queue Man-
ager and Packet Classifier

• ns8250 UART

• I2C

• GPIO

• RTC

3.6.1 Interrupt controller driver

Interrupts management is one of the most
essential parts of the system. Proper interrupt
handling and processing has its direct impact
on the system’s performance and stability.

The APM86290 chip is equipped with
Multiprocessor Interrupt Controller compliant
with the OpenPIC Register Interface Specifica-
tion 1.2.

In the FreeBSD, the OpenPIC controller
is a well known piece of hardware. Hence, there
had already been a driver present in the system.
Interrupts in the FreeBSD are processed like
threads. Interrupt handlers, unlike exceptions,
are not executed right away when the interrupt
is delivered to the processor. Instead, they are
scheduled in a similar way to the processes run-
ning in the system.

Machine dependent interrupt layer
located below the generic structure is
intr_machdep.c. It is responsible for managing
the interrupt controller via kobj hooks that are
in our case connected to the OpenPIC driver.

In fact, the existing code with minor adjust-
ments was applicable to the APM86290.

NetBSD presents slightly more compli-
cated approach to the interrupt managing.
There was no generic interrupt framework to
which the machine dependent layer could be
connected. OpenPIC driver was present but
divided into several parts designed for specific
usage. Register accessors were not compatible
with the controller present in the APM86290
chip. Furthermore, NetBSD is extensively us-
ing SPL(9) functions to modify system’s pri-
ority level. That implied the need to create
such functions for the APM86290. A deci-
sion was made to combine the existing code
for the OpenPIC, intr.c which could be par-
tially adopted as a machine dependent inter-
rupt management layer, and create an addi-
tional code placed in the ppc465_intr.c that
was going to cover:

• External and decrementer interrupts re-
ception

• Interrupt prioritization according to sys-
tem priority level

• Unsupported exceptions detection
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3.6.2 Queue Manager driver

This chapter briefly describes a mes-
sage passing architecture implemented in the
APM86290 and its central point which is the
Queue Manager (QM).

This will lead to description of the Ethernet
Controller driver that utilizes the offloading fea-
tures of the message passing.

Data transfers in the APM86290 can be
organized in queues. Queue Manager allows pe-
ripherals to communicate with each other and
with the PPC465 cores through the prepro-
grammed queuing points.
The mechanism distinguishes three main ab-
stractions:

• Buffer

• Queue

• Message

Queues are organized as circular buffers and
stored off-chip (in DRAM). The contents of a
queue are prefetched on chip as needed. Queue
state (that is a pointer to its head and tail
as well as an occupancy level and other pa-
rameters) is maintained on-chip for each queue.
Queues can contain either a list of free buffers
that are available for the data producer to use
or list of buffers that store a valid data to be
processed by a data consumer. Depending on
whether the queue stores free or occupied buffer
pointers, it has to be configured as a Free Pool
or a Work Queue accordingly. The Buffer is
a fixed size memory space which can be used
to store any kind of data to be processed by a
peripheral or a PPC465 core. Information de-
scribing buffers is kept in Messages of a specific
length and structure.

Whenever a data producer (for example
a peripheral device), has any data to send to
a consumer, it performs several actions. First
of all, it fetches a Message from a Free Pool
that is allowed to access. Basically, the Mes-
sage contains a base address of a corresponding

Figure 2: Example of queue usage model
(Source: [APM86290]).

buffer and transaction parameters. In the sec-
ond step, the producer writes its pending data
to the buffer in memory and updates the infor-
mations in the Message. At the end, the pro-
ducer deposits the Message to the consumer’s
Work Queue that he has access to. From that
moment the producer is no longer concerned
about the data flow and may return to its own
jobs. At that time the consumer can be occu-
pied by some other actions. Other producers
might have sent their messages earlier or the
messages sent were of greater priority. QM de-
cides which message to present to the consumer
at a time. If a consumer is ready for processing
that data it fetches the Message from the Work
Queue that it has access to, reads the data from
a buffer and updates the information in the
Message. At the end, the Message goes back
to the Free Pool. The Figure 2 presents the
most basic example of the queue usage model.

In general there are two kind of Messages
that can be send to the device or a processor.
Normal Message is 32B long and carries infor-
mations about the buffer’s base address in main
memory, buffer’s length and number of bytes in
the storage, resource type field that indicates
which driver made a request, next valid data,
access type, next data address and others. 32B
message can be used when a pointed packet re-
sides in the one buffer, otherwise an expanded,
64B message is used to address 2-6 buffers. In
that case, last of the NxtDataAddr fields in the
message points to the head of the next 32B mes-
sage.
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Each subsystem has several prefetch
buffers to their disposal. Prefetch buffer is
needed to compensate QM and peripheral de-
vice processing latency with the fetching of the
messages. Prefetch buffer number is restricted
to four for devices and eight, so called mail-
boxes for the PPC465.

Queue Manager holds an information
about the number of messages that can be send
to the peripheral device, therefore it holds the
state of device’s prefetch buffer. When device
consumes all of the prefetched messages, QM
is obliged to refill the prefetch buffer as long
as there are pending messages in the queue.
Draining the prefetch buffer results in sending
a decrement request to the Queue Manager so
that integrated Prefetch Buffer Manager could
maintain the current prefetch buffer state.

QM driver elaborated during work on
the FreeBSD and NetbSD ports, has been
divided into two parts. The main driver
part apm_qm_core.c is common for both
systems and contains routines implement-
ing earlier mentioned QM actions like mes-
sages pushing and pulling, message pars-
ing, prefetch buffers configuration, managing
prefetch buffers’ states, queue creation, etc.

System specific attachments are located
in the apm_qm.c. Those are responsible for
the proper driver matching, resource allocation
and interrupts handling.

The queues are defined statically during
the QM initialization. Currently there are de-
fined only queues for the Ethernet interfaces
and those are:

• two Work Queues (ingress and egress)

• one Free Pool

• one Completion Queue - which is used in
a communication model where a producer
demands a completion status of the sent
command.

In addition there is also a single error queue.

Figure 3: Example of queue usage model with
the completion queue (Source: [APM86290]).

Neither FreeBSD nor NetBSD provide
any framework to manage the queuing or mes-
sage passing so everything should have been
done in the driver.

When the peripheral device driver wants
to send any data to the processor it commu-
nicates with the QM via QMI (Queue Man-
ager Interface connected to the device) using
the QM driver and gets a message from a Free
Pool. Then the message is updated after the
data was written to the buffer in the memory
and put to the appropriate Work Queue using
qm_push_msg function. When the queue is not
empty then QM interrupt is asserted. Proces-
sor’s mailboxes are being filled and proper pe-
ripheral driver callbacks related to the queue
are being executed. The consumer (processor)
can then take the data and report completion
to the completion queue and in the end, re-
turn the message to the Free Pool by execut-
ing qm_fp_push_msg. The Figure 3 shows the
queue usage scenario with the utilization of the
additional completion queue.

QM driver is also taking care of any error
that might occur on the data transfer. This
might be a data corruption or an unknown
queue (erroneous QID), as well as any kind of
message buffer or prefetch buffer overflow.

QM provides an ability to delay the in-
terrupt notification in order to prevent possible
interrupt storm. This feature was used during
work on the FreeBSD and NetBSD port. How-
ever, FreeBSD’s interrupt driver needed minor
modifications as it wasn’t able to acknowledge
incoming QM interrupt before the next notifi-
cation.
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In addition in both FreeBSD and NetBSD
operating systems, an expanded debugging en-
vironment has been developed. For that pur-
pose, several routines connected to the DDB
interface have been elaborated. Therefore
queue contents, informations about the con-
troller state or enqueue and dequeue statistics
can be easily displayed from kernel debugger.

3.6.3 Ethernet Controller driver

Ethernet subsystem (AME) is designed
with a special care for the inline data process-
ing. That approach results in a lower latency,
less buffering and DRAM bandwidth.

Currently, AME driver supports the most
basic Ethernet controller capabilities but in-
cluding the QM Interface handling. Hence,
only these capabilities are being discussed in
this work.

Among other, AME cooperates with the
Queue Manager Interface (QMI) and Classifica-
tion Engine (Packet Classifier). These two are
included into the Ethernet data path. QMI re-
sides in both - ingress and egress data directions
but the Classifier serves only incoming packets.

The Ethernet driver has been split
into the two logical pieces - if_ame.c and
if_ame_core.c. First one is an OS depen-
dent attachment, whereas if_ame_core.c is the
common, main part of the driver.

Driver attachment allocates the resources
and performs basic configuration of the inter-
rupts and QMI interface. In case of FreeBSD,
all of the resource-related informations are de-
rived from DTS via the FDT framework. This
means that even a MAC address can be placed
in the FDT node in order to avoid hard-coding
it or retrieving from the U-boot metadata.

FreeBSD module performs additional
clocks initialization which could not be per-
formed in the bus driver.

During the QMI configuration,
ame_qm_initialize sets up Rx, Tx

and Completion Queue as well as Free
Pool for the AME interface. Call-
back handlers (ame_handle_rx_msg and
ame_handle_tx_completion) are being regis-
tered by using qm_register_rx_callback. At
the end, the prefetch buffer is being assigned
to the queue.

Extended packet classification using
Packet Classifier is not supported yet but as
the engine resides in data path, it has to be
configured to pass-through all of the incoming
packets.

All of the mentioned components are
being utilized during driver’s normal opera-
tion. When a network stack decides to start
sending packets the ame_if_start routine is
called. The driver remains in this routine
as long as there are packets to be sent and
there are resources available to store the in-
coming data. Packets to send are stored in
the message buffer that is available, the cor-
responding message is formed and pushed to
the AME’s Work Queue. After packet send
completion, the processor should receive a mes-
sage and the QM driver ought to execute
ame_handle_tx_completion callback to put
back the message to the Free Pool. In case
of receiving the packets, ame_handle_rx_msg is
called to send the incoming packet to the net-
work stack and return the message to the Free
Pool analogously to the transmission case.

Similar to the QM driver, the AME driver
has been equipped with the expanded debug-
ging features. Several commands for displaying
AME and PHYs registers, buffers’ state, etc.
are available through the DDB interface.

11



3.7 Testing and debugging

Development of the operating system is
almost always connected with the necessity of
its debugging. In general, there are two, ma-
jor possible scenarios that imply the need for
debugging:

1. Particular subsystem or driver is not work-
ing at all.

2. One of the system’s components is not
working as desired.

Regarding first example, when the in-
development subsystem is taken from a drawing
board into the field, it is virtually certain that
it won’t operate or will be failing. Usually, such
problems are not very difficult to track down.
In most cases there is always at least an infor-
mation about the area of the bug. This however
may not apply to the memory management, in-
terrupts or other low-level issues.

Second scenario is much more difficult to
investigate and even to be discovered. Var-
ious symptoms, potentially not connected to
the faulty component may occur in the system.
Problems might be triggered as a response to a
specific user or hardware behavior, high work-
load as well as only after a long period of time.

Apart from the JTAG debuggers, special
hardware debug features and other more or less
effective debugging methods, it is strongly de-
sired from the system to be equipped with a
sophisticated testing tools and debug facilities.

In this chapter some of the kernel debug-
ging features, that have been extensively uti-
lized during work on porting the FreeBSD and
NetBSD, are briefly described.

3.7.1 Interactive Kernel Debugger

Both FreeBSD and NetBSD are supplied
with an integrated kernel debugger (DDB(4)).
DDB is one of the most useful tools for kernel
debugging.

It is enabled by adding:
options KDB
options DDB
to the kernel configuration file.

The DDB can be invoked during normal
system operation by a sequence of sysctl, with
the ’debug’ keymap action or on a system panic
if configured to do so. Kernel debugger al-
lows to perform some very useful actions, for
example: read/write memory location, exam-
ine interrupt counters, show processes and their
states, show resource management-related in-
formation, view the backtrace of the kernel
functions’ calls and many other according to
the current support for a particular architec-
ture. The DDB requires a proper configuration
in system’s initialization code including among
others, the debug console initialization.

DDB is described with greater details in the
[FBSDMAN] and [NBSDMAN].

3.7.2 Kernel Tracing Facility

FreeBSD is supplied with a very useful
KTR(4) (Kernel tracing) framework which is
further described in [FBSDMAN].
KTR is enabled by adding to the kernel config-
uration file the following option:

options KTR

Compiling particular KTRs is invoked by
additional options. The KTR configuration
is also performed via options in the kernel
configuration file.

Kernel tracing facility allows kernel ac-
tions to be logged while the kernel is running.
This log can be examined later when debugging
or printed onto the console if desired. There
are several types of KTRs and there are no con-
traindications to create new ones if necessary.
Currently, NetBSD does not support KTR(4).

3.7.3 Automated Testing Framework

ATF(7) is a test suite integrated to the
NetBSD distribution. It can be found in
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/usr/tests and running the tests is as simple as
typing atf-run | atf-report in the system’s
shell.

The idea of the ATF tests is not to check
whether the specific kernel subsystem is work-
ing fine (cause there is no way that userland
application would be able to do that), but to
check if the system behaves as is intended.
If one of the test cases fails, (for example file
creation and deletion test) it is impossible to
determine which subsystem is defective but it
gives an information that something is wrong
and some clues in form of the coredump and
messages.
ATF is a very convenient tool that helps to re-
veal problems that are not visible on first sight.

More information about the ATF testing
can be found in the [NBSDMAN].

4 Current state and results

Both FeeBSD and NetBSD can be suc-
cessfully used on the APM86290 SoC. Most of
the basic chip’s features are supported includ-
ing extended acceleration capabilities for the
Ethernet controller.

Support for the following on-chip devices
and features has been elaborated during the
work:

• PPC465 core complex

• Memory management

• Exceptions and interrupts

• USB controller (EHCI and OHCI)

• PCI-Express controller

• Queue Manager controller

• Ethernet controller

• I2C bus

• GPIO

• RTC

The overall systems’ performance and re-
liability is promising, however there are still ar-
eas that can be improved or developed.

5 Future work

Currently, FreeBSD and NetBSD ports
for the APM86290 present functionalities that
are facing most of the modern embedded sys-
tems’ demands. However, the full capabilities
of the chip are still not yet supported.

The main goals to achieve in the future
are:

• SMP support - APM86290 integrates two
PPC465 cores and is capable of full SMP
operation. This would seriously im-
prove system’s performance and processing
power.

• SATA controller support

• L2 cache support

• Extended QM utilization - other on-chip
peripherals might take advantage of the
message passing architecture introduced in
the APM86290, in order to improve their
operation performance.

• Cryptographic engines support

• Power management support

6 Conclusions

The work has provided a lot of interesting
insights into the porting of the FreeBSD and
NetBSD to an embedded platform.

NetBSD is being highly appreciated for
its portability, but as it arose in the course of
work on the APM86290 chip, FreeBSD turned
out to be as much as or even more friendly for
porting than NetBSD.

FreeBSD in contrast to the NetBSD has a
large number of well-established frameworks to
its disposal. Therefore, no matter which part
of the system needs to be developed, the effort
is limited to creating small pieces of code that
implement the particular functionality which is
than to be hooked to the appropriate frame-
work. This arrangement allows to have a better
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understanding and control over the code and
system’s features. It is also more error reluc-
tant. FreeBSD also provides a lot of ready-
to-use code that can be utilized on multiple
platforms of the same family. This includes
the FDT subsystem, Simplebus driver, machine
dependent interrupts management and other
mentioned in this paper. NetBSD however, in
its straightforward approach, gives more free-
dom to the system’s developer in the process of
implementing particular features. Some func-
tionalities can be thus implemented in an opti-
mal manner.

7 Summary

In this paper, the FreeBSD and NetBSD
ports for the APM86290 SoC were presented.

First, an overview of the APM86290 SoC
hardware was given, including the message
passing architecture implemented to the chip.
Next, process of porting the FreeBSD and
NetBSD to the APM86290 device, along with
the differences between both systems and re-
lated challenges were presented. This included
early kernel initialization, low-level memory
management support, platform initialization,
device drivers implementation with a special
attention put on the Queue Manager, and the
Ethernet controller.

Later in the paper, debugging features of
both systems have been briefly described.

Finally, the result of the porting pro-
cess and summarizing comparison between the
FreeBSD and NetBSD was given.
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